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Design of IIR Filters With Bayesian Model Selection
and Parameter Estimation

Jonathan Botts, José Escolano, and Ning Xiang

Abstract—Bayesian model selection and parameter estimation are used
to address the problem of choosing the most concise �lter order for a given
application while simultaneously determining the associated �lter coef�-
cients. This approach is validated against simulated data and used to gen-
erate pole-zero representations of head-related transfer functions.

Index Terms—Bayesian methods, head-related transfer function, IIR �l-
ters, model comparison, Monte Carlo methods, parameter estimation.

I. INTRODUCTION

T HE design of in�nite impulse response (IIR) �lters or pole-zero
systems can be partially solvedwith optimizationmethods; how-

ever, the order of the system must be chosen a priori. A complete solu-
tion embodies two levels of inference—model selection to determine
�lter order and parameter estimation to determine �lter coef�cients.
This letter uses the tools of Bayesian inference to select the most con-
cise �lter order and estimate the associated �lter coef�cients simulta-
neously. This approach is useful for applications where the �lter rep-
resents a pole-zero system like head-related transfer functions [1], [2],
pole-zero models for speech analysis [3], or inverse �lters for loud-
speaker equalization [4].
By de�ning an error or cost function, optimization methods may be

used to minimize the norm of the difference between a model and a
desired transfer function, with respect to �lter coef�cients [1], [3], [5].
The error is nonlinear in the coef�cients and may not be solved directly
with classical methods, but some optimization techniques like Newton
[1], [5] and quasi-Newton methods [3], [5] may be used to iteratively
approach optimal coef�cient values. Heuristic, evolutionary algorithms
have also been used to directly minimize the frequency-domain error
and solve for optimal coef�cients [2], [4], [6].
An assumption of most formulations is that the �lter order is known

or imposed a priori. This is generally not the case, and often it is ad-
vantageous to use the shortest possible �lter. A few methods to address
this issue have been proposed including a multi-objective optimization
formulation [6], selection rules based on information criteria [7], and
full Bayesian model selection [8].
As a multi-objective optimization problem, the goal is to minimize a

speci�ed cost function for transfer function error as well as �lter order
[6]. The result is a set of candidate solutions along a Pareto front from
which the user must choose, de�ning the tradeoff between design error
and �lter order. Though in principle capable of �nding the lowest �lter
order, these methods are not validated with known solutions and are
only demonstrated using standard tolerance schemes [6].
Another way to choose the order of a pole-zero or autoregressive

moving average (ARMA) system is to use selection rules derived from
asymptotic approximations of the Kullback-Leibler information [7].
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The Akaike information criterion and Bayesian information criterion
penalize log-maximum likelihood values with terms proportional to the
number of parameters in the model [7]. These are simple to evaluate,
but as described below, a potentially more robust selection criterion
is implicit when parameter values are estimated within the Bayesian
framework.
Bayesian formulations for model selection have been used along

with Markov chain Monte Carlo (MCMC) integration for time-domain
ARMA modeling and prediction, e.g., [9]. For problems like those in
[1]–[4], the desired transfer function and its constraints are expressed
in the frequency domain. The authors of [8] advocate the interpreta-
tion of engineering design problems as inference, applying the tools
of Bayesian inference to design signed power-of-two �nite impulse re-
sponse �lters. The problems considered focus on producing �lters to
meet design criteria instead of the approximation problems found in
[1]–[4].
This work extends the Bayesian methods for time-domain ARMA

modeling to frequency domain transfer functions. When constructed in
the frequency domain, the desired transfer function may easily be ex-
pressed with any combination of magnitude response, phase response,
and frequency weighting. In contrast with the optimization methods,
the Bayesian framework solves the problems of coef�cient estimation
and �lter order selection simultaneously within a uni�ed framework,
without resorting to approximate or ad hoc selection rules. Further-
more, the nested sampling algorithm [10] is shown to be effective for
exploring the high-dimensional, multi-modal likelihood surface that is
often problematic in pole-zero modeling. This Bayesian approach is
�rst validated on a problem with a known solution and then used to
generate pole-zero representations of more complicated systems based
on measured data.
Section II describes the Bayesian inference framework; Section III

describes the details of numerical implementation, including the choice
of parametric model and the integration method; Section IV-A presents
a numerical example with simulated data to demonstrate model se-
lection and parameter estimation in the context of �lter design; and
Section IV-B presents examples of �lters designed to represent mea-
sured head-related transfer function data using the Bayesian frame-
work.

II. BAYESIAN INFERENCE

In�nite impulse response �lters, having transfer functions with both
poles and zeros, are formulated as a ratio of polynomials in the com-
plex frequency variable, , where is angular frequency. This
form may be interpreted as a parametric model, with the polynomial
coef�cients as parameters. The model and parameters are selected to
approximate a desired transfer function, or data.
In analogy to model-based inference, the goal of �lter design is to

determine �lter coef�cients such that the model provides the best ap-
proximation to the data. Bayesian inference results in a probability dis-
tribution for these parameters, as opposed to single values or a set of
acceptable values with the optimization or heuristic methods. If done
properly, estimation of this distribution directly estimates the relative
probability of competing models, which may be used to compare them.
In this case, competing models are �lters of different order.

A. Parameter Estimation

Parameter estimation in the context of �lter design is the problem
of estimating �lter coef�cients, given a �lter order to achieve a desired
response. Bayes theorem, the point of departure for Bayesian inference,
follows directly from the product rule of probability theory. Applied to
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model-based inference, the posterior distribution of model parameters
, given the data and a model , is

(1)

Each probability is conditioned on , the relevant background in-
formation of the problem. The �rst term in the numerator is the likeli-
hood function. The likelihood function indicates how well data repre-
sent themodel with parameters . This distributionmust be assigned
based on the available information , which is taken to be that the pro-
posed models are capable of describing the target transfer functions
well enough that the associated errors are bounded. No other informa-
tion like error statistics is available at the stage of this assignment. The
only information available is equivalent to a �nite, but unknown vari-
ance of the errors. Therefore, appealing to the principle of maximum
entropy and marginalizing over the unknown variance [11], we may
assign a Student’s -distribution,

(2)

where

(3)

is the gamma function, and is the data point corresponding
to . Here represents a candidate transfer function. Equation (3)
represents the square of the errors in bothmagnitude and phase between
the two transfer functions, evaluated at the frequency points of the
vector . In [8], a Gaussian likelihood with heuristically determined
variance was used instead of the Student’s . This could result in more
aggressive model comparison results as long as the noise variance can
be suitably estimated.
The second term in (1), , is the prior distribution of the

parameters. In practice, this is assigned to be uniform over a reasonable
�nite range in order to avoid preference and keep the problem tractable.
Section III-B will construct the model such that permissible parameter
values will dictate a prior with compact support.
The term in the denominator is named the marginal likelihood,

Bayesian evidence, or just evidence. The evidence may be thought
of simply as a normalizing constant, and it is often neglected for
applications strictly involving parameter estimation. In order for the
posterior distribution to be normalized, the evidence, , must be

(4)

Only the relative value of the posterior is needed to estimate param-
eter values. In principle, the evidence term may be neglected, leaving
the posterior unnormalized, and the equation may be rewritten as a pro-
portionality; however, for model selection, the evidence term is critical.

B. Model Comparison

The posterior probability, according to Bayes’ theorem, for a model
, given data , and any relevant background information , is

(5)

If there are multiple competingmodels, the ratio of their posterior prob-
abilities may be used to rank them or indicate which model the data
prefer. Given two models, , the posterior ratio is

(6)

Here, there is no reason to favor one model over the other based on
background information, so the equivalent priors cancel, leaving the
ratio of likelihoods. These likelihoods are identical to the evidence term
in (1), so the models may be ranked by their evidence values given
equal prior probability of each model.
Themechanism that favors simplermodels appears when the product

of likelihood function and prior in (4) are integrated, whether seen as
marginalization of the parameters or normalization of the posterior.
Conceptually, Bayesian model selection is a comparison of “average”
likelihood values instead of maximum likelihood values [11]. For a
more complex model (often more parameters) to be favored, the max-
imum likelihood values must outweigh averaging over a larger param-
eter space [11]. Higher-order models will always �t as well or better,
giving higher maximum likelihoods, but their larger parameter spaces
may result in lower average likelihood. Embodying Ockham’s razor,
Bayesian model comparison will prefer the simplest model capable of
representing the data.
The procedure for designing a �lter within this framework will be to

�rst select a set of candidate models—�lters of different order. Then,
the posterior distribution in (1) is estimated for each model numerically
with an algorithm known as nested sampling. In doing so, the evidence
values are calculated and used to rank the models. Estimating the ev-
idence results in estimates of the posterior distribution, which can be
used to estimate expected values for the �lter coef�cients. Thus, the
most concise �lter order is determined along with coef�cient estimates.

III. PRACTICAL IMPLEMENTATION

The calculations necessary to estimate the distributions in (1) and the
integral in (4) are generally not possible analytically. A common ap-
proach is to use a Markov chain Monte Carlo method which generates
samples approximating the posterior distribution in frequency [8], [9],
[11]. Nested sampling is centered on computing the evidence, which
is the quantity that enforces parsimonious model selection. In approxi-
mating the integral of (4), posterior samples are drawn, providing esti-
mates of parameter values. For ef�ciency and usability for this type of
method, the standard IIR transfer function must be modi�ed slightly.
Practical details for applying the Bayesian inference framework to �lter
design are described below.

A. Nested Sampling

The strategy behind nested sampling is to integrate (4) numerically
such that the evidence and posterior may both be reliably estimated.
Details beyond the summary below may be found in [10]. In practice,
direct numerical integration over the parameter space may quickly be-
come intractable as its dimension increases beyond two or three.Within
the context of �lter design, the parameter space occupies dimen-
sions, where is the �lter order, so an exhaustive search in this case
is completely infeasible. The integral can be rewritten and rendered
one-dimensional. Consider the constrained prior mass, ,
that represents the amount of the prior in the region where the likeli-
hood is greater than . Then, the integral for the evidence in (4) may
be written [10]

(7)

This integral is now one-dimensional and no longer evaluated ex-
plicitly over the parameter space, so the computational effort does not
scale exponentially with . Samples are drawn from the prior mass
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and sorted from lowest likelihood, and prior mass of one, to the max-
imum likelihood which occupies zero prior mass, as it is a single point.
The integral is approximated by a sum

(8)

where is the iteration index, and is the index where the sum is ter-
minated. The likelihood at a given point in parameter space is easily
evaluated using (2), but the prior mass enclosed by that equal-likeli-
hood contour cannot in general be known. With an ensemble of
samples drawn uniformly from the prior, the prior mass induced by the
least-likelihood sample of the population can be approximated by the
mean of its distribution, [10].
With a probabilistic estimate of the prior mass, the evidence accu-

mulation proceeds as follows. A relatively small number of samples are
drawn from the prior, and their likelihoods are evaluated. The sample
with lowest likelihood, corresponding to the largest prior mass, is dis-
carded from the ensemble and saved. To replace the discarded sample,
a new sample is generated under the constraint that its likelihood is
higher than the discarded sample. At each iteration one sample is dis-
carded, and a new one is generated, continually approaching areas of
smaller prior mass and higher likelihood.[10]
The method used to generate a new sample is not speci�ed by nested

sampling, but below a �xed number of Metropolis-Hastings, random
walk steps are taken from a sample already satisfying the likelihood
constraint [10]. Samples drawn from outside the constrained prior are
accepted with probability 0. The step size is adjusted as in [10], de-
creasing as samples are more frequently rejected.
When the bulk of the likelihood has been discovered, the shrinkage

will overpower successive increases in likelihood, and the evidence ac-
cumulation will level off. The iterations are terminated when

, i.e., when . A discussion of errors and
uncertainties associated with estimation of log-evidence can be found
in [10].

B. Choosing a Practical Model

A ratio of polynomials in is not ideal for use with the sampling
method or for imposing constraints. The constraints for �lters are not
imposed on the polynomial coef�cients, but rather the poles and zeros.
A stable �lter will have all poles inside the unit circle, and a minimum
phase �lter will also have all zeros inside the unit circle. The polyno-
mials are factored so poles and zeros are explicit. The model, , in
cascade form and factored into �rst and second order sections is given
by

(9)

where , , is a real-valued gain factor, and
is the order of the �lter. Second-order sections allow complex

poles and zeros, but in order to maintain real polynomial coef�cients,
they must come in conjugate pairs. In order to enforce the constraints,
it is useful to express the model, and poles and zeros, in polar form.
Each complex value has a radius and phase angle . Multiplied out,
the model becomes

(10)

Now the model is expressed in terms of real-valued parame-
ters, and the stability constraint is simply and .

TABLE I
TRUE AND ESTIMATED PARAMETERS, FROM THE POSTERIOR

DISTRIBUTION OF THE IIR FILTER MODEL.

The parameters are bound between 1 and 1, so the only param-
eter without a well-de�ned range of possible values is the gain factor.
For numerical implementation, the prior distribution of gain parame-
ters must be chosen on a �nite interval, which can be chosen to be large
enough that no reasonable values are excluded. After these parameters
are estimated, the expression in (10) may be multiplied out to recover
the polynomial coef�cients used in the corresponding time-domain dif-
ference equation.
In many approaches to �lter design the gain parameter is given spe-

cial treatment because when poles and zeros are �xed, it is a linear pa-
rameter and has a least-squares solution. The simplest and most general
way to handle the gain is to sample it directly with the other parameters.
For most problems, this should result in negligible extra computation.
Another way to handle the gain is to marginalize it—integrate it

out—from the likelihood and thus the posterior [11]. The likelihood
will differ from (2) and will not depend on the gain parameter. Then,
after poles and zeros are estimated, the least-squares gain or some other
gain could be applied. The resulting posterior will be more spread than
the fully-parameterized posterior [11], but it will not require sampling
the gain.Within the Bayesian framework, it is not appropriate to simply
ignore the gain and use its least-squares solution at each step of the sam-
pling procedure.
It may also be observed that many previous approaches to IIR �lter

design rely similarly on estimating a portion of the parameters and
then use least-squares solutions for the remaining parameters. For in-
stance, an estimate of the denominator polynomial induces a unique,
least-squares solution for the numerator coef�cients. Nevertheless, in
this work, the fully-parameterized posterior is estimated instead of the
marginalized version for simplicity and for minimal uncertainty in the
�nal parameter estimates.

IV. EXAMPLES
First, an example using simulated data is used to demonstrate and

validate model selection and parameter estimation with a known so-
lution. The simulated data are generated from a known �lter with ar-
bitrarily selected poles and zeros. The selection criterion is expected
to indicate the true order of the �lter used to generate the data. Then,
the Bayesian �lter design framework is adapted to represent measured
head-related transfer function (HRTF) data [1], [2]. Since the HRTF
data do not correspond to a known order of �lter, they cannot be used
for validation.

A. Simulated Data
The model used to generate the simulated data is a sixth-order IIR

�lter with three sets of complex conjugate poles and zeros. The poles,
zeros, and gain used to generate this data are listed in Table I. The
model is evaluated on 512 linearly spaced frequency points on .
So that the data cannot be identical to one of the candidate models,
noise uniformly distributed on is added to the transfer
function.
Within the nested sampling algorithm, 24 samplesmake up the popu-

lation, and the iterations are terminated when the log-evidence changes
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Fig. 1. Simulated data example (a) Log-magnitude and phase responses for
�lters of order 4, 6, and 8 using a posteriori parameter estimates (b) Estimated
log-evidence for 20 runs. The center line indicates the median, the edges of the
box indicate quartile values, and the whiskers are maxima and minima. Dashed
lines indicate median maximum log-likelihoods.

less than from one iteration to the next. The assumption is that
the evidence has accumulated suf�ciently such that subsequent itera-
tions contribute negligibly to its �nal value. The size of the ensemble is
not critically important, but if much smaller, the space may not be suf-
�ciently sampled and either errors accumulate or the sampling is more
likely to get stuck in a local minimum. On the other hand, a smaller
population leads to faster calculation [10].
Five candidate models of orders to are used for

comparison. For this letter, the maximum number of complex poles and
zeros are used to increase the variation in achievable transfer functions.
Nested sampling is used to estimate the coef�cients and accumulate
the evidence values for model comparison. The parameters and natural
logarithm of the evidence are estimated 20 times for each model. Three
representative transfer functions generated by estimated parameters are
shown along with the data and corresponding estimated log-evidence
in Fig. 1.
Fig. 1(b) also shows maximum log-likelihood values to indicate

goodness of �t. The standard deviations of maximum log-likelihood
over all runs and for each order are 0.0248, 0.1695, 0.0016, 0.0256,
0.1511 respectively, so it is dif�cult to also represent these with box

Fig. 2. Posterior samples from the simulated data example (a) First 50 samples
for the model and simulated data. Each sample consists of six com-
plex conjugate poles and zeros. The poles (x) and zeros (o) used to generate the
data are superimposed on top of the initial samples. Grayscale indicates relative
log-posterior value, black being the maximum and white the minimum (b) Rep-
resentative �nal posterior samples with the �rst 800 samples omitted for visual
clarity.

and whisker plots. This is the expected behavior and indicates that
the sampling consistently discovers a maximum likelihood value. The
log-likelihood for orders six through eight are approximately equal and
are limited by the added noise. Any further increase in log-likelihood
will correspond to �tting the noise.
The log-evidence values for the fourth- and �fth-order �lters are sub-

stantially below that of the three higher orders because they cannot en-
tirely represent the data. This is also re�ected by lower log-likelihoods.
It may also be observed from the box and whisker plots that the cal-
culated evidence values are penalized slightly for orders 7 and 8 even
though the their likelihoods are nearly equal.
Table I lists the poles and zeros used to generate the simulated data

along with the estimated poles and zeros corresponding to the selected
model, . The estimated values deviate slightly from the true
values, but their precision is limited by the addition of arti�cial noise.
Fig. 2 illustrates the posterior distribution for the estimated poles

and zeros, suggesting parameter uncertainties and the multimodal na-
ture of the distribution. Fig. 2(a) represents the very early stages of
the sampling process where the unit circle is sampled fairly uniformly.
As the sampling progresses toward its �nal stages, Fig. 2(b), it con-
verges toward a single set of poles and zeros. The spread of the distri-
bution in higher frequencies re�ects the relative prominence of noise in
Fig. 1(a) and the uncertainty of the associated parameter estimates. The
clumping in Fig. 2(b) near these poles and zeros suggests a nearby local
maximum. This may serve as further motivation for using methods that
can escape local maxima, like nested sampling.
As an indication of the computational effort required, the number

of nested sampling iterations required to reach the stopping criterion
ranged from 468, the minimum for the fourth-order �lter, to 2553, the
maximum for the eighth-order �lter. Then, within each iteration, 25
Metropolis-Hastings steps were used to generate a new point within
the likelihood constraint. To further improve computational ef�ciency,
the new sample could be generated by means other than random walk
Metropolis-Hastings.

B. Measured Data

For demonstration of a real application, IIR �lters are designed to
represent measured head-related transfer functions (HRTF). Head-re-
lated transfer functions represent the directionally-dependent response
between an external source and the eardrum. As they are in�uenced by
re�ections and resonances in the ear and around the head, it is reason-
able to represent them by a pole-zero model—in other words, an IIR
�lter [1]. To present spatial auditory images over headphones, HRTF
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Fig. 3. Head related transfer function example (a) Measured data with selected
estimated transfer functions (b) Estimated log-evidence for each candidate
model order. The box and whisker plot indicates the distribution of estimated
values with the calculation repeated �fteen times.

�lters must be convolved with each source and image source. Mea-
surements are often represented on several hundred frequency points,
so approximation by a recursive �lter can result in substantially less
computation [1], [12], [13].
Several authors have addressed the problem of low-order IIR ap-

proximations of HRTF, most using optimization methods [1], [2], [13],
[14]. Some use a weighted least-squares approach [13], some use a gra-
dient-based optimization method [1], and some use a combination of
both [14]. HRTF approximations have also been approached with evo-
lutionary algorithms, which are capable of global optimization [2]. In
[12], balanced model truncation is used to convert FIR HRTF �lters to
low-order IIR �lters. The contribution of the Bayesian approach is the
ability to probabilistically estimate the requisite �lter order, while also
producing globally optimal parameter estimates.
As proposed by several authors, deviation of the logarithm of the

magnitude response is a more relevant error criterion given the loga-
rithmic nature of the auditory system [1]–[3], [13]. For this application,
minimum phase �lters are designed to represent the logarithmic mag-
nitude response. Thus, (3) becomes

(11)

The error may also be weighted to account for more or less impor-
tant regions of the response; however, since the focus of this work is

TABLE II
MEDIAN LOG-LIKELIHOOD VALUES FOR THE HRTF EXAMPLE WITH
MEAN AND STANDARD DEVIATION RMSE FOR COMPARISON WITH

PREVIOUSLY PUBLISHED RESULTS.

Fig. 4. Head-related transfer function �lters along with the data used to pro-
duce them for six equally-spaced directions. All measured data are taken in the
horizontal plane in the left ear. Only models corresponding to the selected model
order are shown for visual clarity. Vertical increments correspond to 15 dB.

�lter design and not psychoacoustics, the frequencies are weighted uni-
formly. Aside from rede�ning the error, the coef�cients and �lter order
are determined as above. One important drawback of the optimization
methods that have been used to generate pole-zero representations of
HRTF is that the order of the system was selected a priori [1], [2], [13].
The Bayesian approach is functionally akin to a heuristic global opti-
mization method [2], [6], but it has the additional, model comparison
mechanism.
The HRTF data come from measurements of a KEMAR dummy

head in an anechoic chamber [15]. The data for the �rst example are
measured with the source at 45 , in the horizontal plane, at the micro-
phone in the left ear. Similar to the case with simulated data, six can-
didate models, , are compared. The distribution of
log-evidence values for 15 runs are shown in Fig. 2(b). This evidence
trend exhibits two plateaus, one between and , and a
smaller one between and . In this case, the evidence for
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is distinctly higher than that of the other models, so it is the
most concise model that can represent this particular transfer function.
Many previous methods report average error or root mean square

error (RMSE), so in Table II, mean and standard deviation of RMSE is
reported along with median log-likelihood for all of the runs. It can be
seen that this error is comparable to that reported in [3], [12], [14], for
example. It should be observed that this error depends on the quality of
the measurement and amount of noise, so a direct comparison across
the literature is dif�cult. The important distinction is that the Bayesian
approach yields comparable parameter estimates but also an estimate
of �lter order. The results for model comparison are summarized in
Fig. 3.
The �lter orders previously reported in the literature vary widely.

The weighted least-squares methods often result in overly-complex
models of order 30 to 40 [1], [13]. Methods capable of global opti-
mization or that use gradient-based methods in addition or instead of
least-squares solutions tend to �nd good �ts with �lters in the neigh-
borhood of tenth-order [2], [12], [14]. One point that can be seen from
the above data, is that if each HRTF is to be represented most concisely,
the same order should not be applied across the database.
The model selection procedure is carried out as described above for

all available directions, and Fig. 4 illustrates the results for six represen-
tative directions. The �nal estimated magnitude spectra are shown with
the measured HRTF data used to produce them, but only the models
with the greatest evidence are shown, i.e., the selected �lter orders. The
directions shown lie in the horizontal plane with azimuthal angles as in-
dicated in the �gure. These examples demonstrate the method’s ability
to generate �lters to represent a range of transfer functions, not speci-
�ed by tolerance schemes, while also choosing the best �lter order.

V. CONCLUSION

Most methods used for digital �lter design assume that the order of
the �lter has already been chosen. This work demonstrates a Bayesian
model-based approach that provides simultaneous solutions to �lter
order selection and coef�cient estimation. The Bayesian evidence se-
lection criterion implicitly favors simpler models over more complex
models given similar explanatory power, which leads to the most con-
cise possible �lter order capable of representing the data. Nested sam-
pling is used to perform the numerical calculations and yields estimates
of �lter coef�cients and the best �lter order to represent the desired
transfer function. A numerical example with simulated, known data
is used to demonstrate both aspects of inference-based �lter design, in
particular that themodel selection criterion does in fact choose themost

concise �lter order. Finally, the method is demonstrated with measured
head-related transfer function data to show its range of applicability.
Future work could address some of the psychoacoustic implications

of Bayesian �lter order selection with regard to HRTF �lters. This
should lead to proper weighting and error de�nitions to elicit the most
appropriate HRTF representation. Bayesian �lter design could also
be extended to other applications like loudspeaker equalization [4] or
speech modeling [3].
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